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Abstract

Cluster analysis is a longstanding technique used in machine learning for several
important applications such as bioinformatics and image processing. One such
example of cluster analysis is the K-medoids problem, where a novel, exact
and tractable algorithm was recently developed. This new algorithm, named
EKM, can guarantee global optimality in polynomial time, with respect to the
number of medoids (K). For research areas like early cancer diagnosis or ex-
treme weather prediction, speed and accuracy are vital, positioning EKM as a
significant algorithmic development. This study aimed to investigate the im-
pact of parallel computing on the runtime of EKM’s combination generator.
To determine this, the Python Multiprocessing module was implemented, as
well as two multi-core CPU architectures. We here demonstrate that paral-
lel multiprocessing provides speedup to the EKM generator. In addition, core
scaling provided further acceleration to the generator. Further investigation is
warranted to determine the optimal utilisation and coordination of the Multi-
processing module, as well as multi-core CPU architecture, depending on the
size of each use case. Restructuring of the EKM algorithm would enable similar
investigation of a parallel GPU implementation of EKM, for applications where
the necessary hardware is available.
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Abbreviations

AI Artificial Intelligence
ALU Arithmetic Logic Units
API Application Programming Interface
ASIC Application Specific Integrated Circuit
BnB Branch and Bound
CLARANS Clustering Large Applications based on RANdomized Search
CNN Convolutional Neural Network
CPU Central Processing Unit
CUDA Compute Unified Device Architecture
DNN Deep Neural Network
DVFS Dynamic Voltage Frequency Scaling
EUVL Extreme Ultraviolet Lithography
EX (Instruction) Execution
FC Fully Connected
FPGA Field Programmable Gate Array
GIL Global Interpreter Lock
GPU Graphics Processing Unit
HDL Hardware Description Languages
HPC High Performance Computing
ID Instruction Decode
IF Instruction Fetch
ILP Instruction Level Parallelism
ISA Instruction Set Architecture
LAN Local Area Network
LLC Last Level Cache
MEM Memory Access
MIMD Multiple Instructions Multiple Data
MIP Mixed Integer Program
MISD Multiple Instructions Single Data
ML Machine Learning
PAM Partitioning Around Medoids
PIM Processing-In-Memory
RNN Recurrent Neural Network
SIMD Single Instruction Multiple Data
SISD Single Instruction Single Data
TPU Tensor Processing Unit
WB Write Back
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1 Introduction and Background

The adoption of parallel computing in the late 20th and 21st centuries has been
a key development for many of the technologies we take for granted today. In a
data-driven world, the demand for sophisticated parallel architecture has never
been higher. Despite significant progress, the full potential of parallel computing
in machine learning (ML) is yet to be realised, with many more algorithms
showing potential for parallelisation. One such algorithm is the K-medoids
clustering problem, where a novel, exact and tractable algorithm was developed
recently by Professor Max Little and Xi He, named EKM [1]. This is the first
known tractable (polynomial time complexity) and optimally exact solution
to the K-medoids clustering problem. The authors highlight its suitability for
parallelisation because no communication is required between processes, making
it embarrassingly parallel. Parallelisation will provide significant reductions in
the overall running time of the new algorithm, further improving its efficacy. A
novel algorithm that is both optimal and tractable has great potential for critical
applications of ML where confidence and accuracy are vital. As ML algorithms
evolve and transform, there will continue to be opportunities for optimisation
through parallel computing.

1.1 Sequential Computing

Historically, computer software has been written for serial execution. In serial
computing, algorithms are executed as a single stream of instructions, processed
by a single central processing unit (CPU), one at a time [2].

Problem

Instructions

Processor

Figure 1: Serial computing example showing instructions being executed by the
processor one at a time.

The limitations of serial computing are easily inferred, however great efforts
were made in the 20th century to maximise the performance of serial computing.
Despite initial improvements, performance began to plateau towards the end of
the century [3]. Two main limitations to be elucidated are frequency scaling
and memory bottlenecks.
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1.1.1 Frequency Scaling

Frequency scaling, or dynamic voltage frequency scaling (DVFS) is a technique
used in high-performance computing (HPC) to adjust clock frequency. It has
previously been a key factor in improved computer performance. The time it
takes for a program to execute is calculated by multiplying the number of in-
structions by the average execution time per instruction. The clock frequency of
a processor indicates the number of cycles it can execute per second, therefore
increases in clock frequency results in lower execution time per instruction and
thus faster overall program execution. Despite this benefit, frequency scaling is
bidirectional. In some scenarios, decreasing frequency scaling is preferable to
conserve energy while demand is low [4]. One prominent example of frequency
scaling is NVIDIA Graphics Processing Unit (GPU) Boost, a technique that
dynamically adjusts clock speeds based on GPU temperature and workload [5].

Increases in clock frequency leads to higher voltages and subsequent higher
power consumption and heat generation in the processors. In severe cases ther-
mal throttling can occur when the processor has to lower clock frequency to
avoid overheating. A key turning point was the cancellation of Intel’s Tejas
and Jayhawk processors due to their power consumption. [6] The benefits of
decreasing processor frequency have also plateaued, mainly due to larger static
power consumption [7]. This was a defining moment as frequency scaling was
generally no longer seen as a pivotal technique for HPC [6].

Overall, pushing the limits of frequency scaling is complex, and requires
advanced coordination between software and hardware. As well as this, not all
applications obtain the same benefits of frequency scaling, and latency caused
by changing frequencies can also impact performance [4].

1.1.2 Memory Bottlenecks

In serial computing, the speed of memory access has not been able to keep
up with the increasing speed of CPUs, leading to increases in memory latency.
Memory bandwidth is the amount of data that can be transferred in a given
period between the CPU and memory. It is also restricted, which severely im-
pacts performance for processing large amounts of data or carrying out memory
intensive tasks [4]. These memory restrictions will get worse as architectures
are scaled, which is a key technique for the development of ML models.

Modern solutions for these memory bottlenecks include the use of multi-level
cache memory and faster structures that keep data closer to the processor. Al-
though cache memory is much faster than main memory, the demands of copying
and moving data remain. In contrast to the standard processor-centric comput-
ing model, some researchers have proposed memory-centric models consisting
of combined memory/logic chips [8]. These chips provide much higher band-
width and lower latency. The issue, however, with memory-centric computing
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is that they are more challenging to program because you need to anticipate
future model compression methods. Furthermore, coordinated implementation
of processing-in-memory (PIM) requires support for new instruction set archi-
tectures (ISAs) [9].

Serial computers require less hardware than parallel architectures, however,
this comes at the expense of performance. The remaining problems of over-
heating and power-intensive processors, as well as memory and scalability con-
straints, have led to wider adoption and increased emphasis on parallel archi-
tectures.

1.2 Parallel Computing

Parallel computing is a type of computation where multiple instructions can
be processed at the same time. This is most useful for tasks involving lots of
calculations and data, such as training and evaluating ML models. Different
types of parallel computing include data, bit-level, instruction-level, and task
parallelisation [2].

Problem Instructions

Processor

Processor

Processor

Processor

Figure 2: Parallel computing example showing instructions executed in parallel
by four different processors. This diagram highlights an immediate speedup
compared to figure 1 for embarrassingly parallel problems where no inter-
processor communication takes place.

1.2.1 Processor Scaling

After discovering the complications of frequency scaling, manufacturers began
to develop multi-core CPUs. In a multi-core CPU each core is independent from
each other, however, they have synchronous memory access, allowing for fluent
coordination on tasks. One derivation of scaling predictions such as Moore’s
law (see section 1.2.7) is that every 2 years the number of cores per processor
will double, however in practice it can be seen that this has not transpired. The
standard number of cores per processor has gone from 4 in 2012, to around 4-16
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presently [10].

In an ideal scenario, the relationship between the number of cores and
speedup would be linear, however, speedup is limited by the percentage of code
that is parallelisable. This concept is formalised by Amdahl’s law:

S(n) =
1

(1− p) + p
n

(1)

Where:

• S(n) is the theoretical speedup of the execution of the whole task;

• n is the number of processors;

• p is the proportion of parallelisable code.
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Figure 3: Graphical representation of Amdahl’s law, showing the diminishing
returns of increasing the number of processors, even with a high proportion of
parallelisable code.

Amdhal’s law shows that if 90% of a program can be parallelised, then
the maximum speedup that can be achieved is a factor of 10, even with an
infinite number of cores [11]. The constraints imposed by Amdhal’s law are
highly restrictive, however, they are only applicable when the problem size is
fixed. One trend in ML is the rapid scaling of models and training datasets,

4



and this expansion can be represented more accurately by Gustafson’s law [12].
Gustafson’s law gives a more realistic prediction of parallel performance when
the problem size can be increased. This is because with Amdahl’s law, the
total amount of work is fixed when adding more processors, whereas work per
processor remains constant when adding more processors with Gustafson’s law
enabled by increasing problem size. Gustafson’s law is defined as:

S(n) = n− p(n− 1) (2)

Where:

• S(n) is the speedup factor;

• n is the number of processors;

• p is the proportion of non-parallelisable code.
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Figure 4: Graphical representation of Gustafson’s law, showing a linear repre-
sentation of the performance of multiple processors.

1.2.2 Data Dependencies

A key factor in the practical implementation of parallel algorithms is under-
standing data dependencies. The maximum speed of an algorithm is dependent
on the longest chain of dependent calculations, otherwise referred to as the crit-
ical path. This dependency can be seen in Amdahl’s law represented by the
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proportion of code that cannot be parallelised. Most ML algorithms and their
training datasets are not dependent on long chains of calculations, so there is a
lot of potential for parallelisation [13]. As mentioned previously, the new EKM
algorithm by Max Little and Xi He involves no processor communication, mak-
ing it highly suitable for parallelisation [1].

Parallel program subtasks, known as threads, need concurrent access to ob-
jects in memory, for example when performing updates on a variable. If two
threads perform operations on shared memory without proper synchronisation,
it can lead to critical data errors. Mutual exclusion must be provided for each
thread via a lock. A lock will allow one thread exclusive access to the shared
object and prevent other threads from reading or writing it. This ensures the
correct execution of all threads. The section of each thread that requires mutual
exclusion is called the critical section [14].

Programs can be grouped according to their degree of parallelism. Programs
that need their subtasks to communicate many times a second, are classed as
fine-grained. Programs that do not need their subtasks to communicate many
times a second are classed as coarse-grained, and programs that never need their
subtasks to communicate are classed, as mentioned, as embarrassingly parallel
[15].

Despite the numerous benefits of parallel computing, caution and careful
consideration must be taken regarding the tasks most appropriate for parallel
processing, as less complex tasks can perform worse due to added communication
time between cores and threads. When the overhead from communication is
greater than the time saved through parallelisation, adding more cores or threads
will negatively impact performance. This is known as parallel slowdown [16, 17].

1.2.3 Flynn’s Taxonomy

Flynn’s Taxonomy is one of the earliest classification systems for parallel com-
puting, and is still widely used today for designing modern processors. The
system classifies architectures based on the number of concurrent instructions
and data streams it can handle. The four main categories are SISD (single
instruction stream, single data stream), SIMD (single instruction stream, mul-
tiple data streams), MISD (multiple instruction streams, single data stream)
and MIMD (multiple instruction streams, multiple data streams). SISD is best
for simple, sequential tasks where there may be risk of parallel slowdown. SIMD
is suitable for tasks involving large amounts of data and repeated calculations.
An example of this in EKM is the efficient, recursive combination generator pre-
sented [1]. This is also a prime example of Bellman’s principle of optimality [18].
The principle of optimality determines that if you can break down a problem
into smaller subproblems, the solutions to these subproblems can be combined
to solve the overall problem. MISD is an uncommon architecture, mainly used
for fault tolerance. MIMD is suitable for a range of tasks and can be executed
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with architectures such as distributed systems [19].
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Figure 5: The four main categories of Flynn’s Taxonomy: Single Instruction
Single Data, Single Instruction Multiple Data, Multiple Instructions Single Data
and Multiple Instructions Multiple Data.

1.2.4 Granularity

Bit-level parallelism refers to the technique of increasing processor word size.
Increasing processor word size reduces the number of operations needed to exe-
cute an instruction. For example, a 16-bit processor adding two 32-bit integers
will take multiple operations, whereas execution on a 32-bit processor will take
just one operation. This is because the 16-bit processor has to first sum the
lower 16 bits of both numbers, then sum the upper 16 bits of both numbers,
whilst accounting for any carry. The first electronic computers were single bit,
and increases in word size trended from here for many years up until the early
2000s which saw the widespread adoption of 64-bit processors [4].

One modern bit-level principle commonly seen in machine learning is bit-
level sparsity parallelism. Bit-level sparsity is the presence of lots of zeros in
binary representation of data. For example the integer 8’s 8-bit binary repre-
sentation is ’00001000’. The presence of bit-level sparsity can be used to one’s
advantage by compressing the data efficiently. Efficient compression can be
achieved by specialized hardware like GPUs that can be instructed to skip zeros
or process multiple bits in parallel. In machine learning, ubiquitous matrix op-
erations can be accelerated through bit-level sparsity parallelism. Furthermore,
neural networks often have sparsity in their weights and activations which can

7



also be exploited to improve training and inference speeds [20].

Two main methods in deep learning for increasing weight and activation
sparsity are pruning and quantization [21]. Pruning works by setting less im-
portant elements of the model to zero. This is done by setting a value threshold,
below which parameters may be set to zero. This increases the sparsity of the
model, which can then be exploited via previously mentioned methods, to accel-
erate training and inference. Quantization, alternatively, is about reducing the
precision of the parameters of the model. Floating point numbers are converted
to lower bit-width integers such as 8-bit representation, improving memory us-
age and computational efficiency. ’Deep compression’, a three-stage pipeline
introduced by Han et al in 2016, is a compression method that reduced the
storage requirements of AlexNet [22] 35× whilst maintaining accuracy. The
three stages consisted of pruning, quantization and Huffman coding [21].

Emphasis has also been placed on other types of parallelism such as instruction-
level parallelism (ILP). ILP refers to the technique of increasing the number of
operations that can be performed simultaneously. Without ILP, processors can
only execute one instruction per clock cycle. These are referred to as sub-scalar
processors. The two main types of ILP are software and hardware. The hard-
ware approach implements dynamic parallelism, where the instructions to be
run in parallel are decided at run time. The software approach implements
static parallelism, where the instructions to be run in parallel are chosen by the
compiler [4].

IF

IF

IF

ID

ID

ID

EX

EX

EX

MEM WB

MEM

MEM

WB

WB

i

t

Figure 6: Instruction execution with no instruction-level parallelism. The five
stages shown here are instruction fetch (IF), instruction decode (ID), instruction
execution (EX), memory access (MEM) and write back (WB). The downward
arrow i represents each downward step as a new 5-stage sequence of instructions.
The three blue lines represent the start of each instruction sequence. The arrow
t represents the direction in which each sequence is executed. The green square
indicates which instruction is being executed at the current time step, in this
instance, just the WB instruction of the first sequence.
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Figure 7: Instruction execution with instruction-level parallelism, showing the
accelerated performance provided by pipelining. In the given example, in one
clock cycle five instructions are being executed (green squares) compared to just
one without pipelining in figure 6.

1.2.5 Hardware

Memory in parallel computing comes in the form of shared or distributed mem-
ory. Shared memory is an architecture where many processors access the same
physical memory space. Distributed memory is an architecture where each pro-
cessor has its own memory space, giving rise to inter-processor communication.
Shared memory systems are simpler to program and more suitable for smaller
amounts of parallelism. Distributed memory systems offer better performance
for large amounts of parallelism whilst being more complex to implement. De-
spite these differences, modern HPC models often take a hybrid approach, for
example, distributed clusters (distributed memory) of shared memory multi-
core processors [4]. These two architectures offer different capabilities and are
suited to different use cases, so strong prior knowledge of the types of tasks and
data being processed is key for parallel computing performance.

Parallel computing architectures use caches, which provide a small and fast
memory structure. To keep track of values and ensure consistency across the
system, a cache coherency system is often used [4]. Cache coherency ensures
that shared data that ends up in multiple caches is represented consistently.
For example, if there are multiple cached copies of a data item, and one copy is
updated, the cache coherency system will update all copies of the cached data
item. This is often achieved through a method called bus snooping [23].

Parallel computers can be categorised according to the level of support the
hardware provides for parallelisation. The main categories commonly seen today
are distributed computing, cluster computing, massively parallel computing and
grid computing. Distributed computing involves multiple computers, often in
different locations, connected and working on a unified problem. The comput-
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ers communicate via a network and each uses its own processors and memory.
This makes distributed computing highly scalable, and a powerful technique
for applications such as ML model training [24]. Cluster computing involves a
group of closely connected computers that work on a unified problem as a single
system. Rather than needing to communicate over a network, the computers in
a cluster are usually connected via a local area network (LAN) [25]. Massively
parallel computing involves the scaling of thousands of processors to work on
different parts of a problem synchronously [4]. Grid computing is a collabora-
tive form of distributed computing often involving a large-scale network. In grid
computing resources are often shared amongst multiple organisations [26].

1.2.6 Software

To capitalise fully on the advances seen in parallel computing hardware, there
have been sufficient advances in software to support their integration into prac-
tical problems like ML. Developments in software for parallel computing include
parallel programming languages, libraries and application programming inter-
faces (APIs). These are often categorised based on the memory architecture
they are designed for (shared, distributed or hybrid).

Due to the rise and wide adoption of GPU programming, the role of compute
kernels has become vital for parallel computing performance. Compute kernels
are programs that are optimised for accelerators like GPUs. When using GPUs,
kernel instructions can be executed in parallel by multiple threads. One common
implementation is in CUDA (Compute Unified Device Architecture), a parallel
computing platform developed by NVIDIA to maximise the capabilities of their
GPUs [27].

As ML models and parallel infrastructure scales, failures occur more often
due to increased complexity. In these scenarios application checkpointing is
often deployed to minimise wasted time, by keeping a record of resource alloca-
tions and object states. This means that if a failure occurs, the system can be
restored from its most recent checkpoint rather than the very beginning of the
program. For systems with a large number of parallel processors, application
checkpointing is a key technique for performance [28].

1.2.7 Moore’s Law

In 1965 Gordon Moore observed that in an integrated circuit, the number of
transistors doubles on average every year [29]. Later, in 1975, this was revised to
doubling every two years. Current ideas on Moore’s law and its future are split,
with prominent figures in the technology world divided by opinion. Historically
there have been multiple predictions of Moore’s law coming to an end, however,
it has continued to be aligned with industry progress [3].
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Figure 8: Showing the persistence of Moore’s law from the 1970s up until 2020,
with some specific historical examples. Key reasons for its endurance are the
limitations of sequential computing that led to the development and wider use
of multi-core CPUs and GPUs. These include the plateaus of frequency scaling,
typical power and thus overall single-thread performance. More examples of
industry chip transistor numbers can be seen in Max Roser et al’s 2023 article
[30].

Dennard scaling formalises the relationship between transistor size and power
use. Named after Robert Dennard, this scaling law states that as transistor size
decreases, power density remains the same. This therefore means that as tran-
sistor size decreases, power remains proportional with area. This implies that
the number of transistors can be doubled, without increasing the amount of
power consumed [31]. A key event that led to scepticism towards Moore’s law
was in 2005 when Dennard scaling began to break down, however, transistor
numbers continued to increase as seen in figure 8.

Moore’s second law, also known as ‘Rock’s law’ after Arthur Rock, states
that every four years, the cost of a semiconductor chip fabrication plant dou-
bles. A key contributor to this growing cost is extreme ultraviolet lithography
(EUVL), which is a technique used in high-volume integrated circuit manufac-
turing. EUVL uses extreme ultraviolet light to create detailed patterns on thin
slices of semiconductors known as silicon wafers [32]. Although there is a clear
relationship between Moore’s law and Rock’s law, it is thought that the fabri-
cation plant cost per transistor would be a more accurate constraint on Moore’s
law [33].

Despite the numerous sceptics and pessimistic predictions, the semiconduc-
tor industry is passionate about keeping Moore’s law alive and often uses it
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as a benchmark for progress. A recent example was announced in 2022 by In-
tel research, who want to keep Moore’s law on course by producing a trillion
transistor package by 2030. This is partly made possible by a novel material
developed by intel that is just three atoms thick [34].

1.3 Artificial Intelligence Accelerators

Artificial Intelligence (AI) accelerators, or deep learning processors, are spe-
cialised systems or hardware made specifically for ML tasks. These tasks can
be seen in domains such as robotics, autonomous vehicles and computer-aided
diagnosis [35].

1.3.1 Field Programmable Gate Arrays

Field programmable gate arrays (FPGAs) are integrated circuits that can be
configured and programmed to perform specific functions. FPGAs are made up
of logic blocks that can perform complex operations or act as simple logic gates.
A key feature of FPGAs is their ability to be reprogrammed, unlike application-
specific integrated circuits (ASICs), allowing for more flexibility with regard to
the number of different tasks that can be performed. As well as logic blocks,
FPGAs consist of programmable interconnects, input/output pads and memory
elements [36, 37].

Whilst providing flexibility and high performance, FPGA programming re-
quires very specialised skills. This is because FPGAs make use of Hardware
Description Languages (HDLs), which are very difficult to convert to from a
higher level programming language [38].

1.3.2 Tensor Processing Units

Tensor Processing Units (TPUs) are AI accelerators developed by Google in
2016. An example of ASIC architecture, TPUs are specialised for deep learning
tasks like matrix multiplication [39, 40]. Early research from Google claims
that TPUs are 15-30 times faster than CPUs and GPUs whilst being 30-80 times
more energy efficient [41]. This new chip consists of matrix multiply units, which
improved the time complexity of matrix multiplication fromO(n3) toO(n). This
is because instructions in TPUs can operate on tensors of data, as opposed to one
piece of data per instruction. High performance of matrix multiplication is also
facilitated by high bandwidth memory, which provides accelerated processing of
large-scale operations and alleviates memory constraints that are ubiquitous in
ML computation [41]. Applications of TPUs are widespread, with many research
areas benefiting from their performance. Examples in healthcare include medical
natural language processing and genomics research on protein folding [42, 43].
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1.3.3 Graphics Processing Units

Graphics Processing Units (GPUs) are specialised circuits originally developed
for gaming applications. GPUs are suited to SIMD tasks (see section 1.2.3) as
they can contain thousands of cores for efficient parallel processing. SIMD allows
GPUs to carry out the same instruction on many data points synchronously. On
top of this, memory bandwidth is commonly higher in GPUs than in CPUs, al-
lowing for faster data transfer. Matrix multiplications are a common operation
in 3D video rendering, which gave rise to the efficacy of GPUs in gaming. This
was leveraged during the breakthroughs of deep learning, where the demand
for sophisticated hardware increased to handle these operations [44]. GPU pro-
gramming has been made accessible by platforms like CUDA and OpenCL [27].
Apart from gaming and machine learning, GPU programming is also prominent
in cryptocurrency mining and scientific computing.

A 2019 study on DL training, by Wang et al, found that TPUs are well-
suited for convolutional neural networks (CNNs) and recurrent neural networks
(RNNs), whilst GPUs are preferable for fully connected (FC) networks. They
also found that CPUs were advantageous for the largest FC networks [45]. A key
issue highlighted by the authors is a lack of rigorous benchmarking prior to their
study, with previous efforts giving misleading conclusions. Transformer models
train 3.5× faster on TPUs than on GPUs [46]. The issue with this assertion, is
that memory bandwidth bottlenecks occur on TPUs for FC networks of more
than 4k nodes. This is a key factor for their suitability to CNNs because of its
weight sharing, and GPUs suitability to FC networks. They further argue that
the largest FC networks are suitable for CPU implementation due to the need
for model parallelism on GPUs and TPUs. While thorough proof is provided
for their analysis, the study could be improved by testing the performance of
inference, multi-node systems and accuracy of each processor type. The study
compared Google’s cloud TPU v2/v3 with NVIDIA’s V100 GPU, and Intel’s
Skylake CPU platform [45].
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2 K -medoids Clustering

K -medoids is an unsupervised learning problem in the sub-category of clus-
tering algorithms, alongside similar problems such as K -means and K -median
clustering [47, 48]. The general blueprint for clustering algorithms is to be
able to partition a given dataset into K -number of clusters in a D-dimensional
space. This is important for a number of varied applications such as email spam
classification, geographical crime analysis and diagnostic systems.
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Figure 9: K -clustering example visualisation with 3 clusters in 2 dimensions.

The loss or cost function of clustering is derived from a chosen distance
measure between each data point and its assigned centroid. Often the squared
Euclidean distance is used, which between two points can be defined as:

dist(x, µ) =

D∑
d=1

(xd − µd)
2 (3)

Where:

• x, µ are two points in Euclidean d-dimensional space;

• xd, µd are coordinates at dimension d;
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• D represents D-dimensional space.

With this distance function, we can derive the overall cost of a particular
configuration for K -clustering by taking the sum of distances for each centroid
and their assignments:

EK-clustering =

K∑
k=1

N∑
n=1

dist(xk
n, µk) (4)

Where:

• E is the total loss;

• K is the total number of clusters;

• N is the total number of assignments per cluster;

• µk is the centroid for cluster k;

• xk
n is the nth data point assigned to cluster k.

From here the optimal configuration of assignments z and associated cen-
troids µ can be found with the configuration that minimizes the objective func-
tion EK-clustering:

(ẑ, µ̂) = argmin
z

EK-clustering(z, µ) (5)

The difference between these clustering algorithms is the type of centroids
they cluster around. Aptly named, K -means clustering calculates each centroid
position by taking the mean of all points assigned to it. Respectively, this is
also the case with K -median clustering and the median of all assigned points
to each cluster. K -medoids takes a slightly different approach by assigning an
actual data point as each centroid (often referred to as medoids). K -medoids
originates from a 1990 book by Kaufman et al [49], where their partitioning
around medoids (PAM) algorithm was presented. A medoid of a cluster can
be seen as the most centrally located point, proven by having the smallest sum
of distances between all other points in the cluster. The PAM algorithm im-
plements a greedy search for these medoids, which may not find the globally
optimal solution, however, it is much faster than an exhaustive search, which
often leads to combinatorial explosion.

In more detail, the original PAM algorithm works in two stages; build and
swap. In the build stage medoids are initialized by selecting K inputs from the
dataset. In the swap stage all pairs of medoid and non-medoid data points are
evaluated iteratively. If swapping the medoid and non-medoid lowers cost, the
swap is performed. This is iterated until no improvement can be made, at which
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point the model has converged. In being greedy, the model may find the global
minimum (optimal solution), or it may converge on a local minimum. This
property, shared by other heuristic solutions to K -medoids, can be explained
by the fact that locally optimal choices taken at each step only consider the
immediate best option. An early optimal step may prevent the algorithm from
finding the globally optimal solution, as it converges or ’gets stuck’ in a local
minimum.

An exact solution to the K -medoids problem has previously been NP-hard,
meaning that prior to EKM [1] there was no known algorithm that could solve
K -medoids optimally in polynomial time, for any possible inputs. As such, many
heuristic solutions have previously been proposed, whilst any exact solutions
have lacked applicability to large datasets due to their intractability.

2.1 Exact K -medoids

In May 2024, Xi He and Max Little presented the first known exact and tractable
algorithm for the K -medoids problem, with worst-case O(NK+1) time complex-
ity [1]. Heuristic solutions to the K -medoids problem are computationally effi-
cient and can be used for large datasets, however, they are not able to ensure
retrieval of the globally optimal solution. While this trade-off may be attractive
in some cases, the consequences of not finding an exact solution can be signif-
icant, especially for sensitive applications like healthcare or extreme weather
prediction.

Previous research has provided few exact algorithms, with Branch and Bound
(BnB) being one of the most popular [50]. He and Little outline three main
problems with efforts up to this point. The first is that these algorithms have a
computation time limit, which means that exact solutions are often not calcu-
lated, especially for large N or K. The second is that transparency of worst-case
complexity is often not provided, restricting the algorithm’s practical applica-
tion. Finally, mathematical proofs are often missing, making it impossible to
ensure that the globally optimal solution is always identified.

2.1.1 Theory

EKM is derived by leveraging Bird-Meertens formalism [51] to develop an ef-
ficient and accurate algorithm. By default, the K -clustering problem can be
solved by producing all possible combinations of centroids, as one of them must
be the optimal configuration that solves (5). The issue, as stated earlier, is
that exhaustive enumerations lead to combinatorial explosion. One benefit of
K -medoids is that the centroids are actual data points (medoids), and so the
number of arguments to be evaluated for (5) is much smaller compared to K -
means and K -median clustering.

16



The authors explain that since this exhaustive approach is provably correct,
any algorithm derived through correct equational reasoning steps is also prov-
ably correct. Firstly, the K -medoids problem is formalised as a mixed-integer
program (MIP), meaning it involves both integer and continuous variables. The
algorithm was formally tested with the squared Euclidean distance function,
however, any objective function can be used when calculating configuration
cost. This provides flexibility for future implementations whilst maintaining
polynomial complexity and global optimality.

A common method for solving combinatorial MIPs is the generate-evaluate-
select algorithm:

s∗ = selE(evalE(gen(D))) (6)

Starting with the generator function gen all possible combinatorial configu-
rations are enumerated. For this problem, configurations are lists of data points
representing each medoid, and the search space is the set of all possible com-
binations of these medoids. The evaluator function eval calculates the cost of
each configuration generated by gen. Finally, the selector function sel selects
the best configuration s∗ with respect to the cost. (6) is a brute-force search,
so the exact solution will always be found. As stated, any algorithm derived
through correct equational reasoning steps will also be exact [1].

To transform this brute-force search into a tractable solution, a transforma-
tional programming principle called shortcut fusion is applied. In combinatorial
optimisation, many problems like the generator function can be as efficient as
recursion with linear complexity O(n). Recursive implementation allows you to
fuse the evaluator directly into a recursive generator. This means that configu-
rations can be generated and selected through a single recursive program. This
implementation is underpinned by Bellman’s principle of optimality described
previously [18]. Within this principle, the overall problem is to enumerate all
possible combinations Sn+m for list l1 ∪ l2, and the subproblems are the enu-
meration of all possible combinations Sn, Sm for lists l1, l2. To produce these
combinations efficiently, the cross-join operator ◦ can be used as part of a con-
volutional product conv(◦, l1, l2, k) for lists l1 and l2. For example [[1], [2]] ◦
[[3], [4]] = [[1,3], [1,4], [2,3], [2,4]]. Therefore, a recursive combination generator
can be defined as:

gencombs(0, k) = merge([], k)

gencombs(n, k) = merge(merge([xn], k), gencombs(n− 1, k), k)
(7)

Pattern matching allows the merge function to be called with different input
cases:
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mergeE([], k) = [[[]]]

mergeE([xn], k) = [[[]], [[xn]]]

mergeE(l1, l2, k) = conv(◦, l1, l2, k)
(8)

The final efficient recursive generator is presented as gencombs(n, k) for data
sequence Di by Sn

≤k(Di). For example, gencombs(3, 2) = S3
≤2([x1, x2, x3]) =

[[[]], [[x1], [x2], [x3]], [[x1, x2], [x1, x3], [x2, x3]]]. At this stage of the paper, the
algorithm is rendered as:

s∗ = selE(evalE(gencombs(n, k))) (9)

From here, the evaluator function is fusible with the generator function be-
cause the objective function E is split up into a sum of loss (one loss value per
data item). This means that the objective function can be calculated cumula-
tively alongside generator recursion. This idea is implemented for evalE and
gencombs by defining:

evalgenE,combs(0, k) = mergeE([], k)

evalgenE,combs(n, k) = mergeE(mergeE([xn], k), evalgenE,combs(n− 1, k), k)

(10)

where mergeE is defined as

mergeE([], k) = [[([],∞)]]

mergeE([xn], k) = [[([],∞)], [([xn],∞)]]

mergeE(l1, l2, k) = conv(◦E , l1, l2, k)
(11)

Where ∞ is the initial objective value. The convolution function with cross
join operator mentioned previously is also improved to provide evaluation up-
dates (◦E). This intermediate fusion is formalised as:

s∗ = selE(evalE(gencombs(n, k)))

= selE(evalgenE,combs(n, k))
(12)

This synchronous generation and evaluation allows storage of the best cur-
rent configuration on each recursive stage. This facilitates the fusion of the
selector function into the synchronous evalgenE,combs with only partial configu-
rations being stored. This is the final derivation that formalises He and Little’s
EKM algorithm [1]:
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s∗ = selE(evalgenE,combs(N,K))

= selevalgenE,combs(n, k)

= EKM(n, k)

(13)

To recap, performing the EKM algorithm for clustering length N data inputs
into K clusters, the overall complexity is O(NK+1). The authors reiterate its
guarantee as an exact algorithm due to its correct derivation through shortcut
fusion transformations.

2.1.2 Performance and Evaluation

The performance of EKM is analysed and compared to a number of approxi-
mate algorithms across 22 different synthetic and real-world datasets. These al-
gorithms include PAM [49], Fast-PAM and Clustering Large Applications based
on RANdomized Search (CLARANS) [52]. Fast-PAM builds on the original al-
gorithm presented by Kaufman et al [49], and provides an O(K) speedup in the
’swap’ phase of PAM mentioned previously. This is achieved by implementing
additional ’swaps’ in each iteration, allowing the algorithm to converge faster
and provide a practical solution for large datasets [52]. In the first step of the
CLARANS algorithm, the search space is visualised as a high dimensional hy-
pergraph. This is a structure where edges can connect any number of vertices,
rather than just two. With an edge representing a ’swap’ of medoid and non-
medoid, the algorithm performs a randomized greedy search. The CLARANS
algorithm also benefits from the ’swap’ phase modifications made to obtain the
Fast-PAM algorithm.

EKM is also compared to a recent implementation of BnB, one of the most
popular exact algorithms up to this point [53]. BnB is an efficient algorithm
design paradigm for solving optimisation problems [50]. The algorithm enumer-
ates configurations by partitioning the search space into smaller sets (branch-
ing), then setting upper and lower bounds to estimate the optimal solution in
each subset (bounding). Upper and lower bounds provide benchmarks for the
objective function (4) in order to solve (5). The 2022 implementation of BnB by
Ren et al [53], uses a Lagrangian relaxation method to provide a lower bound at
each BnB node. One issue with Lagrangian relaxation, however, is it is not guar-
anteed to find the globally optimal solution. This is addressed by the authors,
with their lower bounding method providing an exact solution as it branches
only on the region of the medoids. Overall, this means that the search space
and optimality gap (the gap between lower and upper bounds) are significantly
reduced.

It was found that against the aforementioned algorithms, EKM always pro-
duced the best objective values. Interestingly, for several datasets tested, PAM
and Fast-PAM also found the globally optimal solution. In addition, the authors
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acknowledge that for use cases where efficiency takes precedence over accuracy,
these heuristic algorithms may be more desirable [1]. This also applies to prob-
lems with large K, as the EKM algorithm (O(NK+1)) becomes intractable.
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(a)

(b)

Figure 10: (a) EKM time complexity tested with log-log wall clock run time
(seconds) and number of clusters K ranging from 2-5. Shows polynomial time
complexity with respect to K as predicted (appear as linear functions on log-log
plot) [1]. (b) Comparative plot between EKM and BnB MIP solver (GLPK) [54]
with K = 3. Because of the log-linear scale, exponential run time (GLPK) plots
as a linear function, and polynomial run time (EKM) plots as a logarithmic
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function. These figures originate from Max Little and Xi He’s EKM paper,
used here with permission from the authors [1].

Throughout, the authors describe EKM’s suitability for efficient paralleli-
sation due to its embarrassingly parallel structure, meaning there is no depen-
dency or communication between processes. Particular reference is made to the
generator described in section 2.1.1, which has an inherently parallel structure.
Acceleration through parallel processing would further reduce the algorithm’s
run time and significantly improve its performance for critical use cases.

2.2 Aim

This project aims to focus on the acceleration of the EKM combination gener-
ator. Specifically, parallel computing techniques will be investigated and evalu-
ated for their potential to speed up the generator, and thus the EKM algorithm
as a whole.
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3 Methodology

For the parallel implementation of EKM, a multi-core CPU system was chosen
over a multi-CPU system for a number of reasons. In a multi-core system, each
core is on the same chip which means that latency is significantly reduced when
communicating between each core due to their shorter distances from each other
[55]. Whilst there is no inter-process communication in EKM, the multi-core
design still reduces latency for returning the results of each process compared
to each process being on a separate chip. Each core has an individual cache
system allowing for fast memory access. On top of this, last level cache (LLC)
and memory controllers are shared resources between each core that facilitate
latency reduction. Lastly, multi-core systems are more energy efficient than
multiple-chip systems which enables higher clock frequency (see section 1.1.1)
[56].

In section 3.3 the original EKM generator is illustrated and explained further.
This is followed by an intermediate implementation in section 3.4 where the
input list is split in two, with each half being passed into the gen function (7)
one after the other (sequentially). This is referred to throughout as the ’split-
sequential generator’. In section 3.5 the Multiprocessing module is outlined,
before being used to develop a parallel EKM generator in section 3.6. This is
referred to as ’parallel generator 1’. The techniques applied to develop the first
parallel generator are then taken further in section 3.7, with the development of
a second parallel generator where a larger proportion of the generator is executed
in parallel. This is referred to throughout as ’parallel generator 2’. Both parallel
generators use the Multiprocessing module to parallelise the EKM gen function
(7), where the focus is on efficiently enumerating all possible combinations of
an input list N , up to combinations of size K (number of desired medoids).

3.1 Legal, Social, Ethical and Professional Issues

Legal issues include intellectual property rights for any algorithm used as well
as compliance with software licensing agreements for any modules used. Social
issues include accessibility for a wide range of individuals or organisations and
the impact of technological development on employment. Ethical issues include
the potential misuse of an algorithm for harmful use cases as well as gender
and racial bias in machine learning datasets. Professional issues include proper
credit attribution and accurate documentation of research.

3.2 Project Management

The main project management technique used was a Kanban board, with the
Notion app. This has been used throughout the project giving a clear timeline
as well as goals to be achieved at each stage. At a higher level of abstraction,
goals included completion of individual sections of the report e.g. to complete a
first draft of the results section by the 2nd of August. Daily goals were outlined
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to ensure that continuous progress was made on a smaller scale, e.g. to complete
subsection 5.1 on the 6th of August. Further project management techniques
included monthly group meetings to assess progress and determine areas where
further development is needed.

Figure 11: Notion Kanban board used for project management. The three
groups are tasks that haven’t been started yet, tasks currently in progress and
completed tasks. Each task is assigned a due date to give clear deliverables for
the project.

3.3 Exact K -medoids Generator

As there is no parallelism taking place in the original EKM generator, there is
always just one instance of gen required to enumerate all combinations of the
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elements of input list N . For example, to generate all combinations of the list
N = [x1, x2, x3, x4] with K = 2, the EKM generator works as follows:

P1 = gen([x1, x2, x3, x4], 2) = [[[]], [[x1], [x2], [x3], [x4]], [[x1, x2], [x1, x3],

[x1, x4], [x2, x3], [x2, x4], [x3, x4]]]
(14)

Where:

• P1 is a single instance of gen, where the whole input list N is passed in
as the first parameter.

gen([1, 2, 3, 4], 2)
[[[]], [[1],[2],[3],[4]],
[[1,2],[1,3],[1,4],
[2,3],[2,4],[3,4]]]

Figure 12: Illustration of the original EKM generator with input list N =
[1, 2, 3, 4]. Without parallelism, there is just one instance of gen, represented by
the blue circle. This one function call produces the full result; all combinations
of the elements in the input list N .

3.4 Split-Sequential Generator

To eventually parallelise the EKM generator, the input list N must be split up
and passed into gen separately to instantiate multiple processes. This split-
sequential implementation explores the effect of running two instances of gen
on two partitions of the input list N pre-parallelisation (hence the name ’split-
sequential’). Now that there are multiple instances of gen, the merge function
(8) is required to combine their results and enumerate any new combinations
between the two partitions of N . With the same input list N = [x1, x2, x3, x4]
with K = 2, the split-sequential generator works as follows:

P1 = gen([x1, x2], 2) = [[[]], [[x1], [x2]], [[x1, x2]]]

P2 = gen([x3, x4], 2) = [[[]], [[x3], [x4]], [[x3, x4]]]

M1 = merge([P1, P2], 2) = [[[]], [[x1], [x2], [x3], [x4]], [[x1, x2],

[x1, x3], [x1, x4], [x2, x3], [x2, x4],

[x3, x4]]]

(15)

Where:
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• P1, P2 are two instances of gen executed sequentially;

• M1 is one instance of merge that joins the combinations of P1 and P2
and enumerates all new combinations to obtain the final result (the set of
all combinations of list N).

[[[]], [[1],[2],[3],[4]],
[[1,2],[1,3],[1,4],
[2,3],[2,4],[3,4]]]

gen([1, 2], 2) gen([3, 4], 2) merge

Figure 13: Illustration of the split-sequential generator. Here the first and
second halves of N are processed one after another (blue circles). The first blue
circle calls gen on the sublist [1, 2]. Then the second calls gen and passes in
[3, 4]. From here their results are merged (green circle), to make sure that all
possible combinations are still generated.

3.5 Multiprocessing

The Python Multiprocessing module was used to carry out two parallel multi-
core CPU implementations of the EKM generator [57]. The Python Multipro-
cessing module is a package that supports the creation of multiple processes,
that can be programmed to run in parallel. The multithreading module is a
common alternative, however, for developing a parallel EKM generator, the
Multiprocessing module is preferable for several reasons. By using multiple pro-
cesses instead of multiple threads, the program is not restricted by the Global
Interpreter Lock (GIL), providing utility for CPU-bound algorithms like EKM.
EKM is CPU-bound because it is embarrassingly parallel; there is little de-
pendency on input/output operations [1]. The GIL is a common interpreter
mechanism that prevents multiple threads from having control over the Python
interpreter at a given time. This mutual exclusion protects the critical section
of a thread where exclusive access to shared memory is required (see section
1.2.2). Because of EKM’s structure, there is no need for critical sections, so
multiple processes can execute in parallel without deadlock occurring [14].

The most commonly used feature of the Multiprocessing module is the Pro-
cess class. The Process class is what allows the creation and management of
many processes. They each can run in parallel and contain their own memory
space. This further reduces runtime as individual cache systems enable data
storage closer to each processor, reducing memory access time. Parallel imple-
mentation is also facilitated by the Pool class, which distributes the input data
across each core. Within this, the map function provides the ability to call the
same instruction on each element of the input list in parallel. For example,
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if you want to get the square of each number in a list, you can first create a
square function (x ∗ ∗2), then instantiate a Pool of processes as p. From here
you can call p.map(square, [1, 2, 3]). This returns the expected output [1, 4, 9],
with each squared number calculated in parallel across multiple processes. On
the surface, this suggests that you can obtain this output in the time it would
take to work out the square of one number sequentially. This is not quite the
case, however, due to the overhead of initialising multiple processes and other
limitations like context switching and memory usage. For small tasks like the
example given, the power and appeal of Multiprocessing is not clear. The most
appropriate tasks where dramatic improvements can be seen, are more complex
tasks that take longer to execute, like the EKM algorithm.

3.6 Parallel Generator 1

The first multi-core implementation was achieved by instantiating a process
pool with two processes to be run in parallel. The first process P1 carries
out the EKM gen function (7) for the first half of N , and the second process
P2 does the same for the second half of N . Identical to the split-sequential
implementation, except now P1 and P2 are executed in parallel rather than
being called sequentially. This enumerates all possible combinations for the first
and second halves of N . From here the two results are combined using EKM’s
merge function (8), which also enumerates any new combinations between P1
and P2, ensuring that the algorithm maintains its global optimality. This step is
identical to the correspondingmerge function taking place in the split-sequential
version, as it is yet to be parallelised. Within the Pool Multiprocessing class,
the starmap function is used as an alternative to the map function. The starmap
function works in the same way as map, however it allows multiple parameters
to be passed into the instruction being called, which is needed for passing in list
N and number of medoids K to gen. For example, to generate all combinations
of the list N = [x1, x2, x3, x4] with K = 2, parallel generator 1 works as follows:

P1 ∥ P2

P1 = gen([x1, x2], 2) = [[[]], [[x1], [x2]], [[x1, x2]]]

P2 = gen([x3, x4], 2) = [[[]], [[x3], [x4]], [[x3, x4]]]

M1 = merge([P1, P2], 2) = [[[]], [[x1], [x2], [x3], [x4]], [[x1, x2],

[x1, x3], [x1, x4], [x2, x3], [x2, x4],

[x3, x4]]]

(16)

Where:

• P1, P2 are two instances of gen executed in parallel;
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• M1 is one instance of merge that joins the combinations of P1 and P2,
and enumerates all new combinations to obtain the final result (the set of
all combinations of list N).

[[[]], [[1],[2],[3],[4]],
[[1,2],[1,3],[1,4],
[2,3],[2,4],[3,4]]]

gen([1, 2], 2)

gen([3, 4], 2)

merge

Figure 14: Illustration of parallel generator 1 with list N = [1, 2, 3, 4]. The blue
circles represent two instances of the gen function, enumerating all combinations
of each sublist in parallel. The first blue circle calls the gen function on the
sublist [1, 2] and the second calls gen on the sublist [3, 4]. The green circle
represents the single merge function that joins the two previous results of the
blue circles to obtain the final result.

Parallelisation of the gen function across input list N increases the overall
percentage of parallelisable code. Speedup will be tested for enumerating all
combinations in section 4.1. The main limitation of parallel generator 1, is that
there is just one merge function taking place, which means that a significant
proportion of the generator is still sequential. In addition, as N increases only
having two parallel gen instances means that large lists (N2 ) will still be pro-
cessed sequentially by P1 and P2 in isolation. This can be improved upon by
splitting up the input list N further, allowing for more instances of the gen
function (blue circles) to take place in parallel. This also means that multiple
merge operations (green circles) will take place, which can also be parallelised
with the Multiprocessing module.

3.7 Parallel Generator 2

To increase the percentage of code being run in parallel, the input list can be split
into four parts to be processed in parallel, instead of just two. In addition, the
multiple merge operations required can also be parallelised. Thus, to generate
all combinations of the same list as before, N = [x1, x2, x3, x4] with K = 2,
parallel generator 2 works as follows:
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P1 ∥ P2 ∥ P3 ∥ P4

P1 = gen([x1], 2) = [[[]], [[x1]]]

P2 = gen([x2], 2) = [[[]], [[x2]]]

P3 = gen([x3], 2) = [[[]], [[x3]]]

P4 = gen([x4], 2) = [[[]], [[x4]]]

M1 ∥ M2

M1 = merge([P1, P2], 2) = [[[]], [[x1], [x2]], [[x1, x2]]]

M2 = merge([P3, P4], 2) = [[[]], [[x3], [x4]], [[x3, x4]]]

M3 = merge([M1,M2], 2) = [[[]], [[x1], [x2], [x3], [x4]],

[[x1, x2], [x1, x3], [x1, x4],

[x2, x3], [x2, x4], [x3, x4]]]

(17)

Where:

• P1, P2, P3, P4 are four instances of gen executed in parallel;

• M1, M2 are two instances of merge executed in parallel, that join the
combinations of [P1, P2], and [P3, P4] respectively, whilst enumerating
all new combinations;

• M3 is the final instance of merge that joins the combinations of M1 and
M2, and enumerates all new combinations.
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[[[]], [[1],[2],[3],[4]],
[[1,2],[1,3],[1,4],
[2,3],[2,4],[3,4]]]

gen([1], 2)

gen([2], 2)

gen([3], 2)

gen([4], 2)

merge

merge

merge

Figure 15: Illustration of parallel generator 2 with the same list N = [1, 2, 3, 4].
The blue circles represent the four instances of the gen function, enumerating
the combinations of each quarter of the input list in parallel. The first two
green circles represent two instances of the merge function joining the input
list’s combinations generated by the first two, and the last two blue circles
respectively. The first two merge instances are executed in parallel before a
final merge combines their results to arrive at the final set of all combinations
of the input list.

By partitioning the input list further and parallelising the merge function,
the overall percentage of the generator being executed in parallel has increased.
For a list length of just four, like in the example given, increasing the number
of parallel processes is unnecessary, but as N increases significant speedup can
be achieved, as seen in figure 16. This pattern of subdividing the input list and
executing more gen and merge operations in parallel can be developed further.
This technique could, in future, be solved as an optimisation problem. The goal
would be to find the optimal partition length of the input list N to be processed
sequentially in each parallel gen instance, to minimise runtime. This concept
will be explored further in section 5.4.

Development of the aforementioned generators and subsequent experiments
were carried out with Python and NumPy on the Google Colab Jupyter Note-
book platform with a 2-core CPU and the Kaggle Jupyter Notebook platform
with a 4-core CPU. In these experiments, the length of the input list N will
be denoted as len(N). Apart from figure 10 which was used with the authors’
permission, all figures were developed with draw.io and Matplotlib. For further
clarity, a link to the GitLab repository is provided in the appendix.
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4 Results

4.1 Accelerated Exact K -medoids Generator

For K = 3, the empirical runtime of three different generators were compared.
Firstly the fully sequential version from the original EKM paper [1]. Then the
’split-sequential’ version was tested. This implementation works by running the
processes P1 and P2, one after another (sequentially) before merging. The final
implementation is the first parallel EKM generator (parallel generator 1), exe-
cuted with the Multiprocessing module (see section 3.5). In parallel generator
1 (figure 14), processes P1 and P2 are executed in parallel before the merge
function is called (16).
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Figure 16: Showing runtimes of the three different EKM implementations
(len(N) = 50 − 400, K = 3). Parallel generator 1 starts as the slowest ver-
sion due to the initial overhead of instantiating multiple processes mentioned
previously. However, it quickly becomes more efficient than the original, se-
quential EKM generator as len(N) increases. While the parallel generator is
the fastest for a number of input sizes, the split sequential generator also per-
formed very well, the fastest in some cases (len(N) = 250, 400). These three
implementations were all tested on the Google Colab 2-core CPU.

Both the split-sequential and parallel algorithms outperformed the original
sequential version as expected, however, the split sequential version was not
expected to perform as well as it did. It was expected that both new imple-
mentations would provide speedup, however, it was thought that the parallel
implementation would outperform the split-sequential implementation as pro-
cesses P1 and P2 are executed with the Multiprocessing module.
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4.2 2-core vs 4-core: Parallel Generator 1

Next, the performance (runtime) of parallel generator 1 was tested and com-
pared on the Google Colab 2-core CPU and the Kaggle 4-core CPU.
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Figure 17: Comparing the runtimes of parallel generator 1 on a Google Colab 2-
core CPU against a Kaggle notebooks 4-core CPU (len(N) = 50− 400, K = 3).

Both platforms tested provide the necessary resources for parallel speedup
of the EKM generator function, however, it was expected that the Kaggle 4-core
CPU would perform significantly better than the Google Colab 2-core CPU. For
each input size len(N), the Kaggle CPU performed slightly better, except for
when len(N) = 400; the Google Colab CPU was faster by 1.64s.

4.3 Parallel Generator 1 vs Parallel Generator 2

The runtimes of generator 1 and generator 2 were compared to see the effect of
partitioning N into more sublists. Generator 2 splits N into 4 sublists, requiring
multiple merge operations to be executed to obtain the full set of combinations
(see section 3.7). While this is an increase in the number of stages overall, the
number of combinations to be enumerated is the same, with more of generator
2 being processed in parallel:
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Figure 18: Comparing the runtimes of parallel generator 1 and parallel generator
2. As expected, as len(N) increased generator 2 was consistently faster than
generator 1 at enumerating all combinations, because a larger proportion of
generator 2 has been parallelised. Both generators were tested on the Google
Colab 2-core CPU.

4.4 2-core vs 4-core: Parallel Generator 2

After partitioning the input list N further in parallel generator 2, the runtime
was tested again between the Google Colab 2-core CPU and the Kaggle 4-core
CPU.
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Figure 19: Comparing the runtimes of parallel generator 2 on a Google Colab
2-core CPU and Kaggle 4-core CPU. After initial positive results the runtimes
were tested with larger list lengths, len(N) = 100 − 800 and the same number
of medoids K = 3. In contrast to figure 17 and parallel generator 1, significant
speedup of parallel generator 2 was achieved by the Kaggle 4-core CPU.
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5 Discussion and Evaluation

5.1 Exact K -medoids Accelerated by Parallel Multipro-
cessing

As the predictions and experiments show, the two novel, parallel EKM genera-
tors outperform the original sequential generator whilst maintaining optimality
and tractability.

Interestingly, the original EKM gen function was also significantly accel-
erated by the ’split-sequential’ implementation (figure 13), with it being even
faster than parallel generator 1 when len(N) = 250, 400. This was an unforseen
result, however one theoretically aligned explanation, is that multiple function
calls allow for implicit parallelism to take place without it being explicitly en-
coded like in the parallel multiprocessing version. One example is instruction-
level parallelism (see section 1.2.4), where modern processors implicitly carry
out multiple independent operations in parallel [4]. Because P1 and P2 (15) are
not dependent on each other’s results, the CPU is able to execute instructions
from each process in parallel, even when called sequentially. Furthermore, in
multi-core CPUs, different function calls e.g. P1 and P2, may automatically be
assigned to different cores. At the hardware level, different parts of the CPU
such as multiple arithmetic logic units (ALUs) can work on different instruc-
tions at the same time [58].

These new parallel generators are important for reducing the runtime of
EKM, but its wider effects are also significant. For example, the 2016 study by
Han et al [21] mentioned in section 1.2.4, uses K-means clustering to determine
weight sharing for each layer of a trained neural network. This was part of a
larger 3-stage method for compressing large models while maintaining accuracy.
Specifically, they partitioned N weights W = {w1, w2, ..., wN} into K clusters
C = {c1, c2, ..., cK}, N > K. This is to minimize EK−clustering (5), for which
they used the following sum of squares distance function:

argmin
C

K∑
k=1

∑
w∈ck

|w − ck|2 (18)

This method of determining weight sharing via clustering allows for more
informed decisions on which weights should share the same value, maintaining a
more accurate representation of the original network. This is because clustering
can take place after a network has been fully trained, and so the shared weights
are an approximation of the original network. Previous methods have deter-
mined weight sharing via a hash function, which takes place before any training
has begun. This is an important distinction, which is key for techniques such
as transfer learning; the use of large pretrained models is becoming increasingly
popular with more companies turning to open-source development [59].
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The authors identify that centroid initialisation is instrumental in the qual-
ity of the weight sharing clusters produced. This is because K-means is an
approximate method, and the initial choice of where to place centroids deter-
mines how the algorithm will converge. Thus, the work by Han et al [21] is a
prime example of the broader impact EKM can have. EKM’s optimality and
tractability ensures that an exact solution can always be found for weight shar-
ing, in polynomial time (with respect to K). This will significantly improve the
authors’ deep neural network (DNN) compression pipeline. In addition, this
optimisation with EKM will boost their impact on DNNs in mobile applications
where size and bandwidth are limited. This is just one area of AI research
that EKM can have a significant effect. An important point to be highlighted,
however, is that EKM is efficacious when the number of medoids K (number of
shared weights) is low. If the desired number of shared weights is high for the
network, then the EKM algorithm will become intractable for Han et al’s deep
compression pipeline [21]. This is because EKM’s complexity is O(NK+1).

While CPUs can be slower than GPUs for machine learning based tasks,
many individuals or even whole organisations struggle to gain access to high-
end GPUs, with cost and availability presenting difficulties. Until recently, the
average wait time for NVIDIA’s high-end H100 GPUs was 8-11 months [60].
In a rapidly developing field like machine learning, many architectural develop-
ments may have been made in this wait time alone. CPUs are often considered
to be more suitable for particular tasks involving smaller datasets or models,
which may not benefit from expensive, large-scale GPU architectures. While
this is true, a previously highlighted study by Wang et al [45] also found that
CPUs were more effective for training large, FC neural networks.

5.2 Number of Cores vs Number of Processes

The EKM algorithm is largely parallelisable, and so it was a surprising result
that the Kaggle 4-core architecture did not significantly outperform the Google
Colab 2-core architecture when tested with parallel generator 1 (figure 17). The
main reason for this becomes clear, however, when looking at the structure of
parallel generator 1 (figure 14). While parallel processing has been implemented
effectively, just two processes are running in parallel (P1 and P2). Each of these
processes can run on a separate CPU core, making full use of a 2-core system,
however, they are unable to make use of additional cores. In general, to fully
utilize a system with multiple cores, there should be at least as many processes
as there are cores.

The limitations of processor scaling are also underpinned by Amdahl’s law
(figure 3), where a plateau in performance is largely dependent on the percentage
of parallelisable code. While parallel generator 1’s performance is constrained
by this law and its own structure, it was expected that processor scaling would
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initially provide an improvement in performance, an effect that can be seen
early on in Amdahl’s law, especially due to EKM’s inherently parallel struc-
ture. However, this was not seen for parallel generator 1 when scaling the
number of processors n from just 2 to 4. Another reason for this is that a sin-
gle merge function is used in parallel generator 1 and is not implemented with
the Multiprocessing module like in parallel generator 2. As a result the per-
centage of parallelisable code is limited. Highlighted in figure 3, the percentage
of parallelisable code is the biggest constraint for predicted speedup achieved
when increasing the number of processors available; for example having just
50% parallelisable code caps the maximum theoretical speedup to 2× even as
the number of processors n → ∞.

Despite the shortcomings of processor scaling when applied to parallel gen-
erator 1, parallel generator 2 benefited from significant speedup (figure 19). As
eluded to, this is largely due to ensuring that there are at least as many pro-
cesses running in parallel as there are cores. As parallel generator 2 partitions
the input list N into 4 parallel processes (P1−P4), the 4-core CPU can now be
fully utilised. Furthermore, having multiple merge functions in parallel (M1 and
M2) means that the overall percentage of parallelisable code has been increased.
These architectural improvements are also highlighted in figure 18, where per-
formance was compared to parallel generator 1. Another limitation seen with
parallel generator 1, is that when N is large, the cache memory assigned to each
process can become full. In this scenario, full parallelism visualised in figure
14 cannot be achieved. In such cases, parallel generator 1’s structure will be
closer to that of the split-sequential generator. This is another key factor for
the utility of parallel generator 2, and future work where N can be partitioned
further across more parallel processes, allowing for better management of each
process’ cache memory.

A notable limitation of this study is the difference in platform infrastruc-
ture. Google Colab and Kaggle run times depend on overall service demands
and resource allocation, making it difficult to compare their performance with
high accuracy and confidence. This is a common drawback of cloud-based ser-
vices, and direct examples of differentiable runtimes can be seen between my
experiments ran at different times across the project. For example, the runtime
of parallel generator 1 was calculated as part of figures 16, 17 and figure 18, for
inputs len(N) = 50−400 and K = 3. The experiments that produced figures 16
and 17 were carried out at a similar stage in time, and show similar runtimes.
In more detail, for len(N) = 400, figure 16 and 17 report a runtime of just over
50 seconds. In contrast, in what was initially thought to be an error, figure
18 shows a runtime of just 1.01 seconds for an input len(N) = 400. This was
recorded a few weeks later than the previous results, and upon running the first
experiment again it was found that it returned similar, much faster runtimes
for parallel generator 1. While this volatility may make comparisons between
experiments difficult, one positive from this finding, is that analysis within in-
dividual experiments can be conducted accurately. This is because tests within
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each experiment were conducted concurrently.

5.3 Speedup Prediction Models

A line of best fit was calculated for each implementation to be able to compare
the performance of parallel generators 1 and 2 with the original EKM gener-
ator, for any input list length. This was achieved with the linear regression
calculator on GraphPad [61]. This comparison allows speedup to be predicted
for each parallel generator, given a particular length of input list (len(N)). As
mentioned previously, overall cloud performance was slower when runtimes were
recorded for figure 16, thus new runtimes for each generator were recorded at
this stage to mitigate any bias. The three models fitted to the runtimes of each
generator are as follows:

Exact K-medoids : y = 0.4474x− 51.59

Parallel Generator 1 : y = 0.1842x− 18.69

Parallel Generator 2 : y = 0.1704x− 18.08

(19)

Where:

• y is the runtime in seconds;

• x is the length of input list N .

From here, predicted speedup can be calculated by computing the difference
in runtime between two generators, and then representing this difference as a
percentage of the original EKM generator.

For example, with an input list length of 10,000, predicted runtimes are
4422.41s, 1823.31s and 1688.92s for the EKM generator, parallel generator 1
and parallel generator 2 respectively. In terms of the EKM generator, parallel
generator 1 is 59% faster, and parallel generator 2 is 62% faster, for an input
list of length 10,000. To convert these percentages to × speedup, the following
equation is used:

× speedup =
100

100−% speedup
(20)

This is the final computation required which calculates a 2.44× speedup pro-
vided by parallel generator 1 and a 2.63× speedup provided by parallel generator
2. One key factor to keep in mind is that runtimes were collected from exper-
iments where the number of medoids K=3, so for users that want to predict
speedup for any number of medoids, similar methodology could be replicated
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with more runtime data for other values of K. Another limitation of this tech-
nique is that mathematically predicting empirical runtime is difficult because
there are many functional interactions between the software and hardware com-
ponents of the system which are unable to be accounted for. One example of
this is the volatility of runtimes on cloud-based services highlighted previously.
Upon repetition, more advanced models could be fit to each set of runtimes. For
example, higher polynomials of x may provide more accuracy when representing
each generator’s performance, rather than a linear model. More extensive data
collection would also improve speedup prediction model accuracy.

5.4 Future Work

5.4.1 Optimal Parallel Generator

Performance improvement was seen going from parallel generator 1 to parallel
generator 2 (figure 16), where the number of partitions of input list N doubled,
and multiple merge functions were parallelised. One way of developing this ap-
proach further would be to investigate and determine the optimal list length to
be processed sequentially, depending on the length of input list N . This will
provide insight into the best way to partition input list N for parallel process-
ing. Another downstream variable to be considered would be the number of
merge functions taking place in parallel, and how this also impacts runtime.
For example, if the optimal list length to be processed sequentially was found
to be 10, then for any application of the generator where the length of input list
len(N) ≤ 10, there can be one gen instance provided with the whole list, like
the original EKM generator. Lists of length > 10 can be split into partitions of
size 10 with any remainder taken into account as an additional instance of gen.
Further investigation of this optimal value may lead to greater speedup than
previously seen when running the algorithm on the Kaggle 4-core CPU, as the
limitations imposed by sequential code will be reduced.

Following this, the number of cores available to the parallel generator could
also be investigated, with the same goal of minimising runtimes. This may also
have implications for what the optimal length of each partition of N should be.

5.4.2 Derivation of Parallel Exact K -medoids

Because the eval and sel functions are fused into the gen function (see section
2.1.1), speedup achieved through generator parallelism can, in future work, be
directly applied to derive a parallel EKM algorithm as a whole. Using either of
the parallel generators proposed, the same equational reasoning steps used for
EKM can be applied to ensure retention of optimality and tractability. Because
gen is still recursive, eval can still be calculated cumulatively as a sum of loss
terms as in the original EKM theory [1]. This means that eval can be fused
with gen and the loss calculated at the same time combinations are enumerated
by the parallel generator:
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s∗ = selE(evalE(P [gencombs(n, k)]))

= selE(P [evalgenE,combs(n, k)])
(21)

Where:

• P represents the algorithm being processed in parallel with the Multipro-
cessing module.

Because the objective value is now calculated alongside each combination
generation, the best combination (with respect to the objective value, calculated
by eval) can be stored at each stage. This allows for the fusion of sel into
P [evalgenE,combs]. This is the final fusion needed to derive the parallel EKM
algorithm:

s∗ = selE(P [evalgenE,combs(n, k)])

= P [selevalgenE,combs(n, k)]

= P [EKM(n, k)]

(22)
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6 Conclusion

Beyond K-medoids clustering, there are a number of other algorithms that
would experience significant benefits from parallel computing. For example, Xi
He et al [62] recently published another exact and tractable algorithm, this time
solving the 0-1 loss linear classification problem. They state in their future work
section that for instances where the number of dataset examples N or dimen-
sions D are large, practical implementation of their algorithm can be achieved
by creating a parallel version that can run across massively parallel GPUs.

In summary, the results presented demonstrate the significant effect of multi-
processing on reducing the EKM generator’s runtime. The impact of multi-core
CPUs and core scaling has also been elucidated, with the relative number of
parallel processes proving to be a key variable. This technique of splitting up
the input list N into more partitions should be investigated further, along with
core scaling, with the potential of transitioning to multiple, multi-core CPU sys-
tems. Restructuring the EKM algorithm would also allow for investigation of
parallel GPU execution, providing speedup for industry applications where this
architecture is available. Overall, continued improvements in EKM generator
runtime will provide significant benefits for critical use cases of K-clustering,
where fast arrival at the globally optimal solution is of utmost importance.
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Appendix

GitLab repository: https://git.cs.bham.ac.uk/projects-2023-24/bxm043

The main branch of the repository includes two Jupyter Notebook files called
’Generator parallelV2.ipynb’, and ’Generator results.ipynb’. The contents of
’Generator parallelV2.ipynb’ includes the original EKM auxiliary functions, the
original EKM generator (both used with permission from the authors) as well
as the new generators developed and their various experiments. To run the
experiments, work through and run each code cell in chronological order in the
notebook. To run the experiments with different input list lengths or number
of medoids, change the values assigned to variables ’list length’ and ’K’. When
experimenting with larger list lengths, it is recommended to comment out print
statements of configurations enumerated by each generator.

’Generator results.ipynb’ includes the data collected (runtimes) for each ex-
periment. It also includes the Matplotlib code used to develop the figures in the
results section.

As well as the main branch, more Jupyter Notebook files have been added
that were used to create supporting figures with Matplotlib. These can be found
in the ’additional figures’ branch of the repository.
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